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ABSTRACT
Today’s sensing applications require low energy
consumption while managing various types of tasks, ranging
from processing and communication, to actuation and
sensing. In this paper we develop a method to trade off
energy availability, from both energy harvesting and storage,
with the energy costs of the tasks the sensor node needs to
accomplish. Our strategy consists of three main parts: a solar
energy harvesting predictor, an energy recharge estimator,
and an energy management scheme that takes into account
task characteristics and external event triggers. Our results
show that the solar energy predictor and energy recharge
estimator give results within 10% of the actual values. The
energy management scheme we implement is two times more
efficient than one based on binary search in maximizing the
overall energy consumption while delivering the needed
performance.

Categories and Subject Descriptors
C.3 [Special-Purpose and Application-Based Systems]:
Realtime and embedded systems; C.4 [Computer Systems
Organization]: Performance of Systems

General Terms
Algorithms, Management, Performance

Keywords: Solar Energy Prediction, Energy Harvesting,
Power Management, Embedded Systems, Actuation, Eventtriggered, Sensors
1. INTRODUCTION
Recently proposed battery powered embedded sensor nodes,
such as Motes [10], are designed to gather data and then
periodically transmit it wirelessly over a network. They are
usually very low power, so the type and amount of data
collected tends to be simple (e.g. temperature or humidity). A
lot of research has gone into minimizing the energy
consumption due to communication since this is by far the
largest contributor [13]. On the other hand, the power
efficiency of processing has increased at a much faster rate
than of communication, so more recent sensor nodes have

been capable of more significant in-site computation. This
has led to a development of a whole new set of applications
that use more complex features such as actuation and
significant data processing. Some examples include NIMS
[15] and Robomote [18]. However, these systems need
human maintenance in order to replace batteries. One way to
extend it is by recharging batteries with energy harvesting.
An example of such a sensor node is Shimmer [20]. There
are many different types of harvesting technologies such as
solar, vibration, wind, piezoelectric, and thermoelectric.
However, out of all harvesting technologies, solar energy
harvesting by far provides the most power per square
centimeter as shown in [26, Table 1].
Clearly, the demands on battery lifetime can only grow with
more sophisticated design. Thus, sensor nodes need to
carefully consider strategies for spending energy on
actuation, sensing, processing, and communication with the
available energy from energy harvesting sources such as
solar cells, and stored energy in batteries or supercapacitors.
Managing the energy between these tasks is critical in order
to ensure sufficient sensor node lifetime. Two main issues
need to be solved in order to maximize the energy
consumption of the sensor node:
1.

The sensor node should use the extra energy available
from energy harvesting sources once the batteries or
supercapacitors are charged up. The energy can be
used for executing tasks such as actuating, sensing,
processing, and transmitting.

2.

When energy harvesting is either not available or
minimal, the sensor node still needs to be able to
respond to the outside queries for data (event-based
triggering). Therefore, adaptation is needed as the
energy availability, and the outside demands change.

In this paper we propose an energy management algorithm
that takes into account not only radio transmission but also
actuation, sensing and complex data processing.
Furthermore, we take into account both the available stored
energy, as well as potentially available harvested energy
from solar cells. To complement our energy management

scheme, we designed a new solar energy prediction
algorithm gives highly accurate estimates on likely available
energy over the next time period. It is computationally simple
and has a small memory footprint thus allowing it to be
implemented in many different solar harvesting platforms.
The rest of the paper is organized as follows. Section 2 gives
an overview of the related work. Section 3 gives a brief
overview of the system and then discusses the energy
manager. In Section 4 we discuss our solar energy harvesting
predictor and our energy recharge estimator. Section 5 shows
our results and finally, in section 6, we conclude.

2. RELATED WORK
Energy management is a major topic in wireless sensor
networks. Research aims to increase the lifetime of the
sensor nodes while meeting the performance demands and
wireless connectivity.
Most sensor nodes designed to date primarily gather data and
transmit it to a host. They are either powered by battery,
energy harvesting technology, or both. Some examples or
basic sensor nodes include Duranode [12], Mica2 and TMote Sky[22], u-AMPs [5], Medusa MK-2 [4] and
Prometheus [17]. These nodes use lower power
microcontrollers to control passive sensors such as
accelerometers, gyroscopes, thermo-sensors, light-sensors,
and infrared sensors. They cannot perform heavy processing
but rather focus more on transmitting gathered data to a host
for future processing. Hence, they focus more on low power
wireless transmission.
There are a few recently developed ystems that perform
actuation, such as Networked Infomechanical System built at
UCLA [15]. It uses actuation to move sensors for
environmental data aggregation. It also performs complex
statistical processing and uses wireless connectivity to
transmit data and results among nodes using solar power.
Another example is Robomote [18] which is a mobile mote
that is used for localization and routing in mobile ad-hoc
networks. It uses solar energy for mobility, processing, and
transmission. A distributed network of Robomotes requires
effective energy management for efficient movement to
localize and communicate with other nodes [19]. Finally,
SHiMmer is a wireless sensor node for structural health
monitoring which uses actuation for more accurate data
acquisition [20]. It also supports complex signal processing
for data analysis and wireless transmission for
communication.
Research in dynamic power management is fairly mature and
can be applied to the design of embedded sensor nodes.
Good overviews are given in [9][10][11]. Managing the
power consumption of components in microsensor networks
is analyzed in [13]. Scheduling techniques for low energy
tasks with the goal of maintaining the desired level of
performance are studied in [16]. Dynamic voltage scaling or

dynamic frequency scaling algorithms are used to scale the
voltage and frequency to consume less power while meeting
timing requirements [5][12][14]. Dynamic power
management techniques use either predictive or non
predictive algorithms to determine whether or not to turn on
or off a component [2][3][7]. Balancing tasks such as
processing and communication is also widely researched in
order to minimize the consumption of energy.
Management techniques for energy harvested devices can be
realized in hardware and software [8]. Maximum power
point tracking is used for solar panel energy harvesting in
order to maximize the amount of energy obtained [6][11].
There have been many algorithms developed to manage the
duty cycle of the application running on the node [1][2][3].
Most algorithms have been designed for the node to run in an
energy neutral state in which it never needs to shut down to
wait for the energy storage devices to recharge. To do that, a
prediction algorithm computes the amount of energy
remaining with respect to workload variations in order to
meet scheduling deadlines. These algorithms also track
energy consumption to adjust the duty cycle to maximize
system performance. Less complex versions of algorithms
could be executed in a depleted energy state versus more
complex run in a maximum energy state to get maximum
accuracy [14]. System reconfiguration during times of
plentiful energy is used in order to maximize performance in
relation to available energy. Finally, lazy scheduling is an
optimal scheduling algorithm for energy harvesting sensor
nodes [21] in which the execution times and deadlines of
tasks are known a priori. It uses a scheduling strategy to meet
as many deadlines as possible while taking into account the
energy constraints of energy harvesting systems.
Our contribution in this paper is an algorithm that revolves
around three parts. The first is a simple and efficient energy
management scheme that manages the energy used for
actuation, sensing and processing and increases the energy
efficiency compared to similar methodologies. The second is
a solar energy harvesting prediction algorithm that estimates
the amount of energy that will be available in the future from
a solar panel It takes into account not only the seasonal
changes during the year like the previous methods, but also
the current weather conditions. The third part describes a
new scheme to estimate the amount of time needed to
recharge the energy storage units so that more tasks can be
run. These algorithms reach great efficiency while respecting
memory and computational constraints.

3. ENERGY MANAGEMENT
In this section we describe an energy manager that is able to
schedule tasks of different priority while taking into account
their energy needs. We first look at the constraints of the
system to see how they affect the energy manager so that it
can operate with maximum efficiency. Then we analyze it to
determine the average queue time for a task. Finally, we look

at different scenarios that the energy manager can operate in
to show its flexibility for maximum performance.

3.1 System Constraints
In this work we assume that the sensor node has a way to
both store and harvests energy, and use that energy to
perform a combination of actuation, sensing, processing and
communication tasks. Furthermore, in contrast to previous
work [21], we do not assume hard deadlines, since many
sensor node applications work in more flexible regimes. A
block diagram of the class of sensor nodes we consider in
this work is shown in Figure 1.

darkness. We denote Emin(Tmax) as the minimum amount of
energy that the system needs for it to stay alive during a
period Tmax when energy is scarce.
Next, we assume that sensor node needs to be able to
respond to queries for data upon a trigger (event-triggering).
node, so it needs to keep a minimum amount of energy in
reserve. So, let Etrig be the amount of energy necessary for
the node to execute the necessary tasks when triggered. Thus,
the new minimum energy required is ETmin(Tmax) =
Emin(Tmax)+Etrig.
The energy manager must maintain the system’s energy level
below Emax and above Emin. If the amount of energy in the
storage unit reaches Emax and if more energy can be
harvested, then energy should be spent by executing tasks, as
depicted in Figure 2. Otherwise the extra available energy
would be wasted since the system is unable to harvest more
energy.

Figure 1. System Description.
In Figure 2, the sensor node is powered by a solar panel and
an energy storage unit. The Energy Predictor uses both the
solar panel value and the amount of energy available in the
storage unit to determine how much energy can be harvested
during a future period of time. The Energy Manager Unit
then takes that into account and schedules tasks of type
actuation/acquisition, process, and transmit accordingly.
We denote with ETi the energy consumed by task i and EHi as
the energy harvested during the execution of task i. In most
of the systems previously studied [1][21], the amount of
energy stored is comparable to the amount needed for
processing, but in high computing and active sensing
systems, the difference in energy storage capacity versus the
energy needs can be quite large: ETi >> EHi ∀ i. This
particular constraint imposes an extremely low duty cycle in
order to operate in an energy neutral state, and motivates us
to use the extra available energy when the energy storage is
at capacity. Also the current used by tasks in similar systems
[20 Table 3] is usually much higher than the average current
that a small solar panel for sensor nodes can provide. With
this assumption we will consider that the system is not able
to use the energy directly from the solar panel but rather must
need some kind of energy storage unit. Clearly, the amount
of energy we are able to store is limited by the capacity.
Therefore, at time t, EA(t) ≤ Emax where EA(t) represents the
energy available at t in the energy storage unit, and Emax is
the maximum energy it is able to store. Since we can only
harvest energy during periods of light (assuming solar
harvesting), we must have a minimum amount of energy
saved that ensures the system will be alive during periods of

Figure 2. Energy wasted vs. efficiently used.
Also, the upper graph in figure 2 shows that the slope of the
energy harvested is not comparable to the slope of the energy
used by some high power tasks such as actuation and
complex processing. In order to save as much energy as
possible, the system must enter into a low power sleep state.
Furthermore, if we can estimate how much energy is likely to
be harvested over the next period of time, then we can
determine when we can wake up the node to execute tasks.
Our energy prediction unit uses actual and past values from
the solar panel, as will be explained in section 4, to compute
the time necessary to recharge the energy storage unit. The
prediction is then used by our energy management system in
order to schedule different types of tasks so that the system
maximizes its performance and energy availability.

3.2 Energy Management
The block diagram of our energy management system is
shown in Figure 4.

In a node that performs actuation, processing and radio
transmission, different patterns can be applied Let us call
actuation A, processing P and transmission T.

Figure 3. Energy management unit.

3.2.1 Energy Manager Description
The system manages two subsections of the design the
energy supply and sink. The energy supply consists of
energy harvesting via solar cells, storage and the prediction
algorithms related to those which are described in section 4.
The energy sink section has three parts: actuation and
sensing, processing and communication. The first task
usually executed is the acquisition and sensing of data which
may involve actuation, either by mobilization or by active
sensing. Then, some performance processing may be
necessary, for example using a DSP to compute a FFT to
process the acquired data. Finally, the results may need to be
transmitted with a wireless radio. Different types of tasks are
added to the system and put into their respective queues
depending on the current needs. The task selector selects
tasks from the heads of the three queues and puts them into
the system queue. It determines the execution order by
considering priority, memory availability, and the application
objectives of the sensor node.
The task executor executes the task at the head of the system
queue if there is energy available. If not, then it will estimate
the length of time it will take to recharge the energy storage
units and enter the sleep state for the estimated time. After
each task is executed, the executor determines which queue
the results should enter next. For example, after executing an
actuation/acquisition task, the executor can put the results
into the process or transmit queue for either processing or
transmitting respectively.
The energy management system we are considering faces the
problem of how to spend the energy harvested in the correct
way. Various tradeoffs may be selected and explored. For
example, sometimes a system will decide to only gather then
send data to save energy since more energy may be
consumed during processing versus transmitting. On the one
hand, this kind of approach may save energy, but the energy
consumption during transmission may increase because the
data length may be larger than expected. Another
consideration that the scheduler must take into account is
how to process the collected data. Sometimes it is better to
process every time the system senses new data; other times
processing more data together can provide more accurate
results at the expense of memory usage.

•

Act-Process-Send: This is the most general pattern
which sequentially performs: A P T A P T A P T…

•

Act-Send: If the consumption of the radio is much
lower than the processing, then the pattern: A T A T
A T A T… may be used. This is useful when we
need real-time data streaming.

•

Multiple Act: The scheme: A A A A P T… could be
used to actuate multiple times before processing.
This could be useful in considering many samples
together, for example taking the average of the set.

•

Event Triggering Sending: In some systems the
radio may not always be available. In this case the
pattern: A P A P A P… and eventually T when the
radio becomes available.

Taking into account these different tradeoffs and patterns, we
will introduce some possible scenarios to apply the energy
management system. All scenarios consider wireless sensor
nodes with high performance, active sensing, and
computation powered by energy harvesting.
The first scenario we consider is an Electrocardiogram
(EKG) monitoring system, using the reconfigurable
embedded sensor node SunSPOT. Methods of EKG health
monitoring involve having patients visit their doctors where
they will then be monitored for a short period of time.
However, such monitoring can not accurately assess the
complete health of the patient, nor is it able to predict
infrequent occurrences of abnormalities. For periodic EKG
analysis, the Multiple Act profile could be used to acquire
data for a certain length of time, process it by selecting an
algorithm depending on the energy state of the node and
finally transmit the results when a connection is available.
The Act-Send profile may be used if real-time streaming data
is needed.
A more complicated scenario that could exploit more
possibilities of the energy manager would be for Structural
Health Monitoring (SHM) applications. SHM is the process
of observing a structure over time, identifying a damage
sensitive feature in the observations and performing a
statistical analysis of these features to determine the health of
the observed structure. The Act-Process-Send profile may be
used to periodically check the health of a structure. If a SHM
node is placed in an inaccessible location, (the top of a bridge
where a radio link may not always be available), or the node
is used for the rapid assessment of structural state after an
extreme event, (earthquake), the Event Triggering Sending
profile can be used. Because, some SHM algorithms require
high accuracy by actuating and measuring the same area

many times to compute an average, the Multiple Act profile
should be used.

that needs to be executed. The execution time z, is as
follows:

Now, we must determine how long tasks will spend waiting
to be executed. In the next section, we will analyze this
queueing system so that we can determine the average queue
time for a given task.

3.2.2 Theoretical Analysis
The model we use for the energy manager is similar to the
Foreground-Background Scheduling Algorithm (FBN) [25].
FBN algorithm can be described as a M/G/1/∞/PSFB∞
queuing system. It takes into account priority and recycles
tasks if not completed. However, tasks are not run to
completion in each queue but rather receive a certain
amount of processing time. If sufficient, then the task will
depart but if not, then it is recycled to the tail of the next
highest priority queue where it waits for more processing
time.
In our system tasks are not moved to the next priority
queue unless they have run to completion. In addition to
the performance of the scheduler, we are also need to
consider the energy consumed by tasks. Thus, in this
section we adapt the FBN scheduling algorithm, to our
particular energy management problem. We make the
following assumptions:
• Arrivals are Poisson distributed according with a mean
rate λ
• There is one server or executor (see Figure 3) which
processes these tasks sequentially.
• Each queue type only holds tasks of that type, i.e. A
queue only holds tasks of type A. The queue length is
infinite. However, in actual implementation, the queue
size is determined by how much memory is available
in the system. If a task uses more memory than there is
available, then it cannot be added to the queue.
• Each task i has a generally distributed service time zi,
energy usage ei, and type ki associated with it. (i is a
task index number)
• There are three priority levels. For simplicity, in this
derivation we assume the following order of decreasing
priority: actuate/sense (A), process (P), and transmit
(T). Furthermore, we assume that only tasks of type A
enter the system and the execution order is A → P →
T. Thus, a complete task set begins with
actuation/sensing, then processing, and finally
transmission. The derivation can be generalized to any
order/priority set.
Let Q(z) be the conditional-mean queueing time of a tagged
task that has just entered the system and z be the required
execution time. Q(z) and z vary depending on the task type

for a task of type A
⎧Z A
⎪
z = ⎨Z A + Z P
for a task of type P
⎪Z + Z + Z for a task of type T
P
T
⎩ A

(1)

Note that ZA, ZP, and ZT have a mean of 1/µz,k where k is
the task type. Applying the same principles to energy
consumed, e is defined as follows:

for a task of type A
⎧E A
⎪
e = ⎨E A + E P
for a task of type P
⎪ E + E + E for a task of type T
P
T
⎩ A

(2)

Note that EA, EP, and ET have a mean of he,k.
Q(z) is determined as a function of the following:

Q(z) = TWz' + TWz'' + kTH

(3)

where
• TWzʹ = E[Wzʹ] (not to be confused with Ei for energy) is
the mean delay due to tasks found in the system due to
prior admittance and/or higher priority which need to
be executed before the tagged task.
• TWzʹʹ = E[Wzʹʹ] is the mean delay due to the tasks
which arrive to the system while the tagged task is in
the system.
• kTH is the total time spent either recharging during the
day or sleeping through the periods of darkness. We
are unable to recharge while running because from
section 3.1, we have the constraint ETi >> EHi ∀ i
Q(z) changes depending on which type of the task needs to
execute. We begin by analyzing Q(z) for the actuate/sense
tasks and next apply our analysis to processing and
transmission.
Sensing:
TWzʹ can be found by analyzing an M/G/1/∞/FCFS system.
Since actuation/sensing has the highest priority, the tasks
in that queue are executed in a first-come-first-serve
(FCFS) manner.

TS,Wz' =

λE[ z 2 ]
2
2(1 − ρ z )

where ρ z =

λ
μz

(4)

TWzʹʹ is unnecessary because tasks of type actuate/sense
enter the sense queue which is the highest priority. Tasks
that enter after our tagged task must wait for our this task
to be executed.

To determine TH, let us assume that the weather for a
region is a Gaussian distribution with mean µH and σ2 =
σH2. For certain regions, the mean may be small due to
infrequent sunny days. Other regions may have a large σ if
the weather is highly variable. Thus, we let TH be a
function of both µH and σH that changes from region to
region. TH, however, is practically calculated in the next
section.
At this point, we must determine the amount of energy in
the system for task execution. Let Emin be the minimum
amount of energy necessary for the node to be able to
respond to external requests. Let Epresent be the present
energy, and let ER be the energy available for executing
tasks. ER can then be calculated by:

ER = E present − Emin

(5)

Now, let us denote n as the number of the actuation tasks
that have entered the system before our tagged task.
Therefore, the total energy consumed by all actuation tasks,
Et_act before our tagged task would be: Et_act = neA
We can now determine the average queue time for a task of
type A. Notice that if the total task energy for all queued
actuation tasks is less that ER, then the system will not have
to sleep. However, if greater, then QS(z) increases by kTH.,
since we need to allow for the energy reserves to recharge
before proceeding

if E t _ act < E R
⎧⎪TA,Wz'
QS (z ) = ⎨
⎪⎩TA,Wz' + kTH if E t _ act > E R

(6)

where k = Et_act/ER. Finally in section 3.1, we stated that
TH>> TR. Therefore, we can see that TH >> Q(z). Thus,
QS(z) strongly depends on TH if Et_act > ER. The throughput
for actuate/sense tasks is simply λ.
Processing:
TP,Wzʹ is the same as TS,Wzʹ because we are looking for the
average wait time of tasks already in the system. Tasks that
already have entered the system are executed in a FCFS
manner.
TP,Wz’ʹ can be determined by the following method. If the
tagged task spends on average T(z) seconds in the system,
then on average there will be λT(z) new arrivals during this
time. Each arrival will delay our tagged task by 1/µz on
average. Therefore, the average delay due to arrivals, TWz’ʹ
can be defined as:

TWz'' = λT(z)

1

μz

(7)

Et_process is found in a similar way as before. It is Et_process =
n(eA + eP). Therefore, the average queue time for a task of
type P is:

if E t _ process < E R
⎧⎪TP,Wz' + TP,Wz''
Q P (z ) = ⎨
⎪⎩TP,Wz' + TP,Wz'' + kTH if E t _ process > E R

(8)

where k = Et_process/ER. The throughput for processing is µS.
Transmitting:
ET[Wzʹ] and ET[Wzʹʹ] are the same as for processing since
the transmission queue must consider tasks ahead of the
tagged task and higher priority tasks to execute. Et_transmit is
found in a similar way as before. It is
Et_transmit=n(eA+eP+eT). Therefore, the average queue time
for a task of type T is:

if E t _ transmit < E R
⎧⎪TT, Wz' + TT, Wz''
Q T (z ) = ⎨
⎪⎩TT, Wz' + TT, Wz'' + kTH if E t _ transmit > E R

(9)

where k = Et_transmit/ER. The throughput for transmitting is
µT.
We can see that the average queue time strongly depends
on kTH if the energy needed for all tasks is greater than the
energy stored in the node. TH is highly variable and very
difficult to determine probabilistically because it is based
on the weather. A thorough analysis of how to practically
determine TH is discussed in section 4.2. Equation 19
shows how to compute it if the solar energy can be
predicted accurately. Generally, if it is a sunny day, then TH
will be small thereby decreasing Q(z). If the day is cloudy,
then TH will be large thereby increasing Q(z).
Also, in this analysis, we only discussed the A, P, T order.
Similar analysis may also be done for the other priorities
and task orders. However, the main difference will be in
the task set because of the energy involved. Et_k will
change depending on how many of each type of task will
need to be executed. If a complete task set is variable, then
a distribution of the probabilities of how many of each type
will be executed can be used in analyzing the system.
Depending on how many tasks need to be executed, this
may delay results of other tasks.
This analysis can be used to determine the average queue
time for tasks in the A, P, T order. However, since this time
ultimately depends on the harvesting time, the system must
be able to predict how this. In the next section, we will
describe a method accomplish this prediction.

4. ENERGY HARVESTING PREDICTION
We saw in the previous section that an accurate algorithm to
predict the energy entering the system is necessary in order
to optimize task scheduling. In this section we introduce a
novel, low cost, and high performance algorithm for
estimating the solar energy entering the system. The

algorithm is divided in two separate parts. The first part
introduces a new strategy to predict the energy that is
available to harvest from a solar panel. The second part uses
this information to estimate the length of time needed to
recharge the energy storage unit.

pk = 1 −

Our prediction algorithm takes a weighted sum of the actual
energy collected at the present time with the values gathered
during the past days from a matrix E of size DxN that stores
N energy values for D days:

E(d ,n+1) = α ⋅ E(d ,n )

∑
+ (1 − α ) ⋅

D

i =1

E(i ,n+1)

D

(10)

Where E(i,j) is the energy in the matrix of the jth sample on
the ith day and a is and alpha weighting factor that decides
how important the actual value is.
This algorithm considers the seasonal changes by adapting to
the change in the hour of sunrise and sunset and the
difference in solar power between seasons. To improve the
algorithm’s accuracy, we also take into account the changing
weather conditions on a specific day d, and use a weighting
factor, GAP(d,n,K) where K is the number of past intervals
considered. The factor K should be large enough to consider
weather during the day but small enough to ignore periods of
time that are not related to present conditions. For example,
we do not want to consider night time when we are
predicting energy available during the day. To compute the
GAP factor, we define a vector Vd,n :

[

V d ,n = v1d ,n , v2d ,n ,K, vKd ,n

]

GAPKd ,n = V d ,n (K )× (P (K )

D

vkd ,n = E(d ,n−k +1)

D

(12)

A weighting vector P, is defined as:

P = [ p1 , p2 ,K, pK ]

∑ P (K ))

T

(15)

The GAP value is close to 1. If it is above 1, then there is
more energy available because the actual weather is “better”
than before, whereas if it is below 1, then there is less energy
because the weather is “worse.” Finally the predicted energy
for the next time interval is computed using:

E

GAP
( d ,n +1)

= αE(d ,n ) + (1 − α )GAP

d ,n
K

∑

D
i =1

E(i ,n+1)

D

(16)

In experimental section we show that our algorithm is within
10% of measurement. In addition, we also present how to
determine the appropriate size of matrix E and the
coefficients K and α.
Once we have predicted the amount of energy likely to be
available from the solar cell, we next need to find out how
long it will take to maximize our energy storage. In this
work we use supercapacitors for storage, but the ideas could
be generalized to rechargeable batteries.
The rate at which the energy storage units recharge is directly
dependent on the amount of solar energy available. Figure 4
shows the solar energy changing during the day in a
semicircular manner. As the solar energy increase at the
beginning of the day, the charge rate also increases and as the
solar energy decreases toward the latter part of the day, the
charge rate also decreases:

(11)

This vector contains the average solar energy at a certain
time period n, over a number of days d:

∑i=1 E(i,n−k +1)

(14)

The weighting factor, GAP(d,n,K), for a day d at an interval
n using K past values is computed using equation 15:

4.1 Solar Energy Prediction
In this section, we describe a simple and accurate method to
predict the solar energy in the next time period. The
challenge is that solar energy harvesting does not provide a
reliable, consistent source of energy because of the suns
diurnal cycles and the ever-changing weather conditions. The
algorithm we present can accurately account for seasonal and
weather changes with minimal overhead.

K − k +1
K

(13)

Each element in vector P is inversely proportional to the
distance from the present value pk:

Figure 4 Ideal power and energy during a day
Our goal is to track how much energy is stored in the system
and provide that information to our energy manager. It then
can decide when and if to execute some tasks, and in what
order. In order to estimate how much energy is going to be
stored in the system, we assume that the solar energy behaves
as a current source. If we use a super-capacitor as an energy
storage unit, the voltage in the super capacitor increases
linearly during static solar conditions, so the charging rate
can be defined as:

R=

dE
dt

(17)

To calibrate the maximum possible storage rate, we measure
the voltage of the super capacitor during a sunny time period
and use it to calculate the overall energy stored E=CV2/2:
To determine the time the system needs to stay asleep in
order to recharge, TSleep, we take the difference between the
energy level at which we wish to wake up, EwUp, and the
present energy level, Epresent.

TSleep =

EwUp − E Act
R

(18)

We have now obtained the sleeping time for the system in
order to charge the energy storage unit. It is calculated by
using the solar energy harvesting predictor. If the sleeping
time calculation is accurate, then the system will be able to
harvest a maximum amount of energy from the solar panel
and then use it effectively with the energy management
strategies to maximize the performances, as will be shown in
the next section.

5. RESULTS
In this section we evaluate the efficiency of our energy
management framework and the quality of energy harvesting
prediction with simulations in Matlab and measurements on
an actual platform, SHiMmer [20]. SHiMmer is a great
example of an energy-harvesting sensor node that performs a
nice mix of tasks and does significant processing. It performs
active sensing by actuation and sensing, high performance
signal processing, and low power wireless communications
by the use a ZigBee radio [27]. It is powered by solar energy
harvesting and stores collected energy in super-capacitors.
For actuation and acquisition SHiMmer uses 25 Joules and
requires 8000 data points. It uses 10J and 5J respectively for
processing and transmitting. For simulation, we have
collected 45 days worth of solar data in various weather
conditions, and have programmed a highly dynamic
queueing system so that we can easily modify arrival rates,
execution time, energy consumption and task priority.

5.1 Power Management
5.1.1 System Queue Evolution
In this section we see how the energy management system
selects and executes tasks to efficiently use energy. We will
use a simple Actuate-Process-Send profile, with a task
energy consumption of 25, 10 and 5 Joules respectively
based on the measurements on the SHiMmer sensor node. In
this scenario ten actuation tasks are added to the system
everyday to perform actuation, sensing, processing and
transmission. These actuation tasks will be executed
depending on energy and memory availability. After each
one completes, it will be sent to the processing queue then

the transmitting queue. By adding 10 tasks to the system each
day, the system is usually unable to execute all tasks in the
same day unless the whole day is sunny. Thus, we would be
able to see what happens when tasks stay in the system for
several days.
Figure 5 shows the evolution of the System Queue over 11
days. The dotted line is the task queue event counter which
keeps track of the number of elements in the system task
queue. The dots are the type of tasks that enter or exits the
system queue where type 1 is actuation, type 2 is processing,
and type 3 is transmitting. We can see in figure 5 how the
number and type of tasks in the system queue changes during
the day due to solar energy and memory availability. On
most days there is not enough solar energy available to
execute all tasks in the System Queue. However, on day 4,
all tasks are executed (the system queue becomes empty)
because enough energy was harvested. On day 8, though,
only one task is executed because solar energy is scarce.
Also, tasks can only be executed if there is enough memory.
Actuating and sensing data on SHiMmer requires 8000 data
points. If the manager were to only execute actuation tasks,
then the memory would soon be full. To reduce memory
usage, process and transmit tasks must be executed. The total
amount of energy used by the tasks during 45 days is 11650J.
TaskQ Event Counter
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Figure 5. System queue evolution. Change axis

5.1.2 Queue Waiting Times
Now we will observe how long complete tasks sets of the
pattern A, P, T take to execute in the energy manager. In
figure 6, an acutation task arrives every 160 minutes and
the tasks consume the same amount of energy as specified
in section 5.1.1. Notice that the queue time increases
between days 1 and 30 because there is insufficient solar
energy. However, as more solar energy becomes available,
the delay decreases as seen on days 35 to 65.
To compare these results to the theory discussed in section
3.2.2, let us determine that at a certain time, the state of the
system is as follows: 5 actuation tasks, 2 process tasks, and 2
transmit tasks in their respective queues. The total energy
required to execute all these tasks to completion using the

measurements given in 5.1.1, is 240J. At this time, a new
actuation task enters the system. The amount of available
energy for execution, if the super-capacitor is full, is 135
Joules, and TH is 120 minutes if the day is sunny. If the day is
cloudy, then TH may even be greater than 24 hours! Given a
sunny day and that the super-capacitor empty, then it will
take a mean of 120 minutes to recharge to begin execution.
Calculating k = 1, the number of recharge cycles, the total
time before the new task is fully completed in the A, P, T
order would be 240 minutes. However, during this time,
another new task would arrive due to the average arrival rate
of 3.2 tasks per day. Since priority is considered, 25 more
Joules would be consumed before our taks is fully complete.
This would mean that another recharge cycle of 120 minutes
is necessary. Taking all things into consideration, the waiting
time for our new task to fully complete would be 6 hours if
in sunny conditions. We can see that this time would
dramatically increase during cloudy days since the mean time
is 5 hours.

5.1.3 Energy profiles
We will now demonstrate the energy manager as it
dynamically utilizes two different energy profiles. The first is
a high energy profile that actuates several times, runs a
complex signal analysis algorithm, and then transmits both
data and results. This will use the original SHiMmer task
energy values defined in section 5.3.1 and will be run in
times when energy is abundant. The second is a low energy
profile that actuates once, executes a simple processing
algorithm, and only transmits the result. The energy
consumption for this is 10J, 1J, and 0.5J respectively and will
be used when energy is scarce. Figure 8 shows a period of
four days, the first and the last being sunny.
2.5
SC Voltage [V]

time [hours]

Execution time [SPT] Task added every 160 if SPw>0.1w
mean 39.1h ,max 114.2h
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Exec Time
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the delay will eventually go to infinite. If we compare the
mean queue timeof 39 hours in figure 6, to the mean queue
time of 178 hours in figure 7, we can see that by increasing
the arrival rate just by 40 minutes, the queue time will
eventually go to infinite. Thus, we can clearly see that the
average queue time is solely base on the time it takes to
recharge the super-capacitors and that task execution time
has now become insignifcant.
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In Figure 7, we increase the arrival rate to 120 min per
actuation task.
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Figure 8. Simulation with two energy profiles
We can notice that the system uses the second profile during
cloudy days and the first during sunny days. The red line is
the super-capacitor’s voltage, and the blue is the amount of
power that the solar panel provides throughout the day. The
long, broken lines are the upper and lower bounds of the
super-capacitor’s voltage during cloudy conditions and the
short broken lines are the bounds during sunny conditions.
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Figure 7. High arrival rate
Because there are cloudy days and the arrival rate is higher
than before, the delay increases significantly to the point
where the system will be unable to handle this many tasks.

Figure 9 shows how long tasks wait in the queue while the
energy manager switches between high and low energy
profiles. We can see that the mean queue time is only 5.5
hours because the system is not executing energy-expensive
tasks when solar energy is scarce. Longer wait times occur if
solar energy is especially scarce for several days at a time, as
seen by the maximum queue time of 45 hours. Therefore, by

utilizing different energy profiles in our energy manager, we
can minimize queue time for energy-expensive tasks.
Execution time [SPT] Task added every 120 if SPw>0.1w
mean 5.5h ,max 45h

solution is with N=48 samples per day resulting in a duty
cycle of 30 minutes and a memory usage of less than 100
bytes per day.
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Figure 10. Trade off between accuracy & memory usage

Figure 9. High arrival rate with two profiles

5.2 Solar Energy Harvesting Prediction
In previous sections we explained how an inaccurate
prediction can affect the amount of energy harvested by
wasting energy, consequently reducing the efficiency. In
this section we determine the values of parameters used by
our solar energy harvesting algorithm and study the
accuracy.

Figure 11 shows the estimated error in prediction with as a
function of the weighting factor α, and the number of days D,
for a fixed number of past values K=6. Selecting a weighting
factor α at 0.7 gives a minimal error independent of the
number of days used. The resulting plot of the prediction
error versus D and K is shown in Figure 12.
Error with K=6 Min=10.4849%

30

In this section, we demonstrate how to minimize the error in
prediction by calculating the optimal values for number of
samples taken per day N, number of past days D, number of
past values K, and weighting factor α.
We used 45 days of solar data to simulate our algorithm and
compared the predicted values of the next period with the
measurements values. The error between the estimated and
the actual value is given in a percentage by equation 20.
However, only hours of sunlight are considered (those that
have a minimum energy threshold of 20% of the maximum
energy). Lower energy values, such as those during the night,
affect this average error. However, the performance of the
algorithm is unaffected when using all values.
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Figure 11. Estimated error for N=48 and K=6

Error with a=7 Min=9.8282%

(19)

When more samples are collected per day, the estimation of
the next value is more precise at the cost of increased
computation and memory energy consumption. Figure 11
shows that as the samples per day increase, the average error
percentage decreases while the memory usage and the
computational cost increase dramatically. On the other hand,
too low of a sampling rate would not give us the sufficient
data to calculate the rate of charge in the energy storage unit
which would make the sensor node calibration difficult. We
have found that for Shimmer the accurate and effective

4

4

If the number of past samples K is above 5, then the error
increases quickly because it takes into account too many past
solar energy values. Since the number of past days does not
influence the error as much as the number of past samples,
we can use fewer days to lower the computational cost with
great accuracy of estimation.
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Figure 12. Estimated error for N=48 and α=7
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5.3 Recharge Estimation
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As we have seen from our energy manager, it is very
important that the node wakes up at the right time so that
no energy is wasted. In this section we evaluate our
recharge estimator and compare it to a binary search
algorithm.
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Figure 13. Error evolution for N=48 and α=7

First, we determine the rate of charge at any given solar
intensity level. To do this, we program a calibration
function that measures the voltage of the super-capacitor as
it is changed during a small window of time. Since the
curve is very close to linear, we estimate it using a linear
equation as shown in Figure 15

5.2.2 Comparison with EWMA

2.5

EWMA
t

(d + 1) = ρ·Et (d ) + (1 − ρ ) E

EWMA
t

(d ) (20)

Figure 15 shows four consecutive days of the actual
measurements in different weather conditions, and predicted
values using our and EWMA predictors. The first and the
third days correspond to cloudy conditions and the second
and fourth are sunny. Since EWMA only uses values from
previous days at the exact same time period, if the weather
condition changes from one day to another, this method has
a large error in prediction. On the other hand, our prediction
performs much better since it not only uses the previous
day’s past values as at the same hour, but also the past values
from the same day which contain the actual weather
condition information. EWMA gives an average error of
28.6% compared to 9.8% obtained by our new algorithm.

2
Super Cap [V]

We next compare our algorithm to commonly used
Exponentially Weighted Moving Average (EWMA) [23]. It
has been used for solar evolution prediction in [1]. Et(d) is
the energy available by the solar panel at a time t on the day
d. EtEWMA(d) is the predicted energy (shown in equation
below) and ρ is the weighting factor. We obtained an
optimized value of ρ=0.5 using the Matlab Optimization
Toolbox on equation 20 [23].
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Given this analysis, we select the following parameter values
to minimize the error: D=4 days, N=48 samples per day, K=3
past samples, and α=0.7. Figure 14 shows four consecutive
days of real solar samples and predicted values. Even for
variable weather conditions, as in days 8 and 9, the predictor
rapidly adapts to provide accurate results. Estimate error is
shown in the figure below the actual power values. We
found that an average error is only 9.8% over all 45 days of
the collected data.
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Figure 15. 2.5V 50F super cap charging during noon.
This is acceptable because most of the time, the supercapacitor is operating in the linear region. Also, the charge
rate is higher here than in the regions where it is almost full
(above 2.4V). If estimated linearly, then we can
overestimate the voltage level which is beneficial because
we avoid the region at which the super-capacitor recharges
slowely.
The calibration algorithm measures the super-capacitor’s
voltage every minute for a period of ten minutes. Then it
takes the difference between each two consecutive voltages
to find the change in voltage per minute. Finally, an
average is taken over the set of differences resulting in the
charge rate at a measured solar intensity as shown in Eq 22.
We ran the calibration algorithm every 30 minutes
(corresponding to the duty cycle of the predictor) for three

days resulting in a table of solar intensities with
corresponding recharge rates.
N −1

R = ∑ (VSC ,i +1 − VSC ,i ) N − 1

can estimate the recharge time by using equation 18. Figure
19 shows the super-capacitor charging and discharging
according to this estimation.

(21)

Figure 17 shows a sample of the data taken during the
calibration algorithm showing the voltage of the 2.5V 50F
super-capacitor fluctuate as time passes for different solar
intensities.
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Figure 18. Simulation of the energy harvesting prediction.
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Figure 16 S.Cap charge for different solar conditions.
Figure 18 shows all the calibration experiments that we have
done in order to estimate the rate of charge given a solar
energy value.

SC Rate [mV/s]

1.5

Equation 19 is used to estimate the length of time to recharge
the super-capacitor up to 2.4V. When it wakes up, tasks are
executed to consume energy so that more energy may be
harvested because if the super-capacitor is full, then energy
could not be added. Our algorithm does a very good job as it
very rarely wakes up after the super-capacitors are above
2.4V. Thus, not much energy is wasted in the “slow”
charging zone or at full capacity. Figure 20 shows the supercapacitor charging during a sunny day

Polinomial
Zone

1

2.5
2.4

Linear
Zone

0.5
0
0.5

1

1.5
2
2.5
Solar Panel [V]

3

3.5

4

SC Voltage [V]

1.6

2.3
2.2
2.1
2

Figure 17. Charging rate estimation.
We can then relate all these data points with two equations.
A second order polynomial RP, is used to fit values greater
than 2V and a linear equation RL is used for values between
0 and 2V. The fit is performed using least means squares.
The results are shown in the equations below.

RP = 0.23x 2 - 0.53x + 0.01

(22)

RL = 0.06x - 0.25

(23)

By using these two equations, they can easily be adapted to
many different microcontrollers without requiring any
mathematical libraries and are computationally simple.
Using these estimates and the predictor equation 16, we
determine the rate of charge during the next time period.
Simulating this by using the solar data we have collected, we
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Figure 19. Shimmer test of the wake up estimator.
The algorithm is able to predict quite accurately when it
reaches 2.4V and never reaches full capacity at 2.5V. This
means that all available solar energy is harvested so that the
node can use it.
To compare the recharge estimator algorithm, we used a
simple binary search algorithm [24] to also determine the
recharge time. Figure 21 shows the results of this algorithm
as also implemented on SHiMmer. Notice that the node
usually wakes up after the super-capacitor reaches 2.45V and
sometimes even reaches 2.5V. This means that when it is at
2.5V, then it is unable to harvest anymore energy, thereby
wasting available harvestable energy. Using our recharge
estimator, we stay above 2.4V (region of slow recharge) for

12.6 minutes as opposed 36.6 minutes using binary search.
This shows that our recharge estimator is 3 times more
efficient in harvesting energy than binary search.
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Figure 20. Shimmer test of the binary search wake up.
Figure 21 shows the system queue using the same profile as
in section 5.1.1 except that the binary search recharge
estimator is used to estimate how long it will take for the
super-capacitors to recharge.
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Our solar energy harvesting predictor has shown to be very
accurate and reliable in days of variable weather. This is
extremely necessary so that our recharge estimator can
accurately determine how long before the energy storage
units are full. We have shown that if using an inaccurate
predictor, the system' energy storage units will be unable to
store more energy because they are full. By never reaching
100% capacity, we optimize the recharging rate for supercapacitor-based sensor platforms.
Finally, our energy manager is able to utilize these accurate
estimations to determine when to execute tasks and what
kind of tasks to execute depending on the available solar
energy. We determined that since we are able to harvest a
maximum amount of energy when available, our system will
reach maximum performance even for tasks that consume
significant amounts of energy.
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